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From Tools to Digital Workers 

Organizations need new approaches to manage AI that performs accountable work 
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ABSTRACT 
Healthcare organizations are beginning to assign operational work to AI systems while continuing to manage them primarily as 
software. The mismatch becomes consequential when an AI-enabled system uses organizational identity, operates systems of 
record, communicates with people, or changes workflow state. This article aims to guide the industry through this transition by 
introducing the Digital Worker as the bounded, role-bearing unit through which AI-enabled capability performs work under 
organizational authority. The term does not confer personhood or employment status; it creates a persistent management 
object to which scope, identity, permissions, supervision, performance, evidence, incident history, operational memory, and 
lifecycle decisions can be attached. Used precisely, the designation separates technical agency from organizational role and 
supports integration with workflow, identity, quality, accountability, and risk-financing systems.  
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Key points 
• AI performing work creates a new management problem. 

Once AI systems perform accountable work on behalf of an 
organization, they require management processes that extend 
beyond traditional software lifecycle management. 

• Digital Workers become the managed operational unit. 
Organizations need a persistent role through which identity, 
authority, supervision, operational history, performance, and 
lifecycle can be managed consistently. 

• Persistent operational memory enables continuous 
improvement. Maintaining explicit operational history supports 
supervision, organizational learning, auditability, and evidence-
based autonomy gating. 

• Digital Operations is the discipline that manages Digital 
Labor. It provides the operational framework needed to 
supervise Digital Workers, integrate them into accountable 
workflows, and generate evidence that supports governance, 
quality management, financial planning, risk management, and 
insurance underwriting. 

Healthcare organizations are assigning work 
before defining the worker 
Healthcare organizations are moving beyond AI that only 
summarizes, predicts, or advises. Emerging agentic AI systems 
can retrieve patient and payer information, navigate software, 
prepare documentation, update queues, draft communications, 
and coordinate multi-step activity on behalf of the organization. In 
these settings, the central management problem is no longer only 
whether the software functions properly. It is whether the 
organization can identify, authorize, supervise, continuously 
evaluate, and reconstruct work performed through the system. 

The mismatch is familiar from earlier waves of enterprise 
technology. Information technology produced durable gains when 
organizations redesigned work, coordination, decision rights, and 
control around it rather than treating the technology as a self-
contained artifact.1-4 Sociotechnical and healthcare work-system 
research similarly shows that performance and safety emerge 
from the interaction of people, technology, tasks, environment, 
and organizational conditions.5-7 Agentic AI makes this 
requirement more explicit because the system may become the 

immediate operator of defined workflow steps while residual 
accountability remains with the healthcare organization. 

The vocabulary used to manage the system therefore matters. A 
model is a technical component. A tool assists a user. An 
automation executes a specified sequence. An agent perceives, 
plans, and acts in an environment. None of those terms, by itself, 
identifies the organizational role through which work is assigned, 
supervised, measured, and retained. The Digital Worker concept 
is intended to fill that gap for managers of healthcare operations. 

Agent is a technical term; Digital Worker is a 
management term 
The AI literature has long used agent to describe systems that 
perceive an environment and take actions toward objectives.8,9 
Recent healthcare commentary extends that framing to agentic AI 
teammates, emphasizing systems that can move from passive 
assistance toward active participation in care-related work.10 This 
terminology is useful for describing architecture and behavior. It 
is insufficient for specifying how an accountable institution 
should manage the resulting work. 

A Digital Worker is a locally configured, role-bearing unit through 
which AI-enabled capability performs bounded work under 
organizational authority. The term does not imply consciousness, 
legal personhood, employment status, or equivalence to a human 
worker. It identifies the unit to which the organization attaches a 
purpose, owner, supervisor, scope, prohibited actions, 
operational identity, access profile, context requirements, 
performance standards, evidence obligations, autonomy limits, 
incident history, and lifecycle. 

This distinction reduces rather than increases confusion when 
used precisely. Agent remains the technical category. Digital 
Worker becomes the operating designation used only when an AI-
enabled system performs a defined role. Many agents will never 
be Digital Workers: a research assistant used episodically by an 
individual, a general chatbot, or a demonstration agent may 
remain a tool. Conversely, one Digital Worker may be 
implemented through several models, rules, retrieval services, 
and specialized agents. The Digital Worker is therefore not 
another name for the model. It is the bounded organizational role 
assembled from those components. 
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FIGURE 1 - From software categories to a Digital Worker. The categories are related but not interchangeable. Digital Worker is reserved for a bounded organizational 
role, not for every model, tool, automation, or agent. 

Value is derived from the persistence of the 
management object 
The main value of the Digital Worker framing is not rhetorical. It 
creates a persistent institutional object that can be integrated 
with systems the organization already uses to manage 
accountable work of its human workforce. A workflow platform 
can assign cases to a named Digital Worker. Identity systems can 
provision a distinct non-human identity. Quality systems can 
attach deviations and corrective actions to the role. Performance 
systems can aggregate outcomes across cases. Incident 
management can link a failure to the worker, configuration, 
source version, and authority state that existed at the time.  

This matters because ad hoc tools are often session-bound and 
user-bound. A prompt may be reused without a registered owner. 
A browser agent may act through a shared service account. A 
model update may change behavior without a role-level change 
record. Logs may show API calls but not the institutional purpose, 
supervisor, or outcome. The Digital Worker designation requires 
those fragments to be joined around a role that persists across 
software versions and individual transactions. 

The framing also makes accountability more precise. It does not 
transfer accountability from the organization to the machine. It 
identifies where authority was delegated, what controls applied, 
which human role retained supervision, and whether the work 
remained within its approved boundary. In this sense, the Digital 
Worker is a unit of delegated operational authority, not a 
substitute for institutional responsibility. 

Operational identity connects action to authority 
Once an AI-enabled system performs work, identity becomes 
operational. The organization should be able to answer which 
Digital Worker performed an action, for which case, using which 
credential, under which role definition, with what authority, and 
under whose supervision. A generic service account or vendor-
level identifier does not provide that chain of attribution. 

The cybersecurity industry is also converging on the importance of 
non-human identities. Service accounts, workload identities, and 
machine credentials create risks when they are overprivileged, 
shared, poorly monitored, or not revoked when their purpose 

ends.11-13 The Digital Worker framing adds the operational layer 
that security controls alone do not provide: why the identity exists, 
which work it may perform, which sources and systems it may 
use, and what evidence must accompany its actions. 

Access should therefore follow role scope and least privilege. A 
worker that retrieves claim status does not require authority to 
submit an appeal. A worker that drafts a patient message may be 
prohibited from sending it. A worker that assembles a prior-
authorization packet may read designated clinical documents but 
lack authority to alter the clinical record. Operational identity 
allows permissions to be granted, observed, narrowed, 
suspended, and revoked at the level of the role. 

A Digital Worker accumulates memory 
The strongest distinction from an ad hoc tool is that Digital 
Workers can carry longitudinal history indefinitely. A managed 
Digital Worker should be supported by three related forms of 
memory. Execution memory preserves the current case state 
needed to complete a workflow across steps, systems, people, 
and time. Operational memory preserves evidence of work 
performed: source documents and versions, retrieved facts, tool 
calls, intermediate decisions, uncertainty signals, approvals, 
overrides, escalations, outcomes, corrections, incidents, and 
changes in authority. Organizational memory converts validated 
patterns from that history into institution-controlled knowledge 
that can improve procedures, retrieval rules, evaluation cases, 
escalation thresholds, and role design. 

These forms of memory are not equivalent to a tool's context 
window or generic conversational memory. Tool memory may be 
transient, provider-controlled, incomplete, or optimized solely for 
generating the next response. Digital Worker memory is retained 
for operational continuity, traceability, supervision, and learning. 
It must distinguish validated knowledge from unreviewed 
interactions, preserve provenance, comply with privacy and 
retention requirements, and remain available when the underlying 
model, configuration, or vendor changes. 

The practical value is cumulative. Execution memory prevents the 
worker from treating a long-horizon workflow as disconnected 
prompts. Operational memory enables the organization to 
reconstruct why an action occurred, which conditions applied, 
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how humans intervened, and whether performance supports the 
authority granted. Organizational memory ensures that resolved 
exceptions and supervisor corrections become reusable 
institutional knowledge rather than disappearing across sessions. 
The organization can therefore maintain an explicit, accumulated 
history for the Digital Worker without attributing personhood to it. 
This history is an organizational asset, governed by the institution 
and separable from any particular model. 

Documentation frameworks such as model cards, datasheets, 
supplier factsheets, and internal algorithmic audits established 
the importance of structured records for models, datasets, 
services, and accountability processes.14-17 A Digital Worker 
Record extends that logic to the operating role. It records not only 
what the component is, but what the role is authorized to do here, 
how it has performed, which validated corrections and 
operational lessons have been incorporated, and how its 
authority has changed. 

Digital Worker is part of the organization 
A Digital Worker becomes organizationally consequential through 
repeated interactions with people. Staff assign cases, review 
proposed actions, correct mistakes, provide missing context, 
resolve escalations, and adapt their work around the worker. 

Supervisors develop expectations about where it is dependable 
and where it requires review. Teams may redistribute tasks, 
change handoffs, and redesign queues because the Digital 
Worker is present. 

These interactions make the Digital Worker an intrinsic part of the 
AI-enabled work system, even though it remains a technical 
system and not a person. The work of humans and the behavior of 
the Digital Worker become interdependent. Human-factors 
research has long shown that automation changes human 
workload, attention, trust, and function allocation; effective 
human-AI systems must make it possible to understand, correct, 
override, and appropriately rely on automated behavior.18-20 The 
relevant unit is therefore the combined work system, not the agent 
or human in isolation. 

This is also why the role cannot be treated as fully portable. The 
same technical agent configured elsewhere may not be the same 
Digital Worker. Local policies, supervisors, source hierarchies, 
access rights, escalation practices, patient populations, and 
accumulated history shape the role. A Digital Worker is partly 
constituted by its organizational relationships and operating 
history. Removing that context may preserve software capability 
while eliminating the role that made the work dependable. 

 
FIGURE 2 - The Digital Worker Record. The record is the minimum institutional object needed to connect role, identity, authority, supervision, evidence, accumulated 

history, and lifecycle. 

Distinct from governance and digital health 
Digital Operations is the management discipline for designing, 
supervising, measuring, governing, and improving Digital Labor. It 
begins where AI governance becomes operational. Governance 
determines whether an AI use is acceptable, who has decision 
rights, which policies apply, and the risk posture the organization 
will adopt. Digital Operations manages the role after and between 
those decisions: current context, task allocation, identity, 
permissions, supervision, evidence, incidents, performance, 
change, and autonomy. 

Digital Operations is also not a synonym for digital health. Digital 
health is a broad field encompassing technologies, data, services, 
research, care models, and policy. It does not identify the 
management discipline required when AI systems perform 
organizational work. Nor does Digital Operations replace IT 
operations, information security, privacy, clinical quality, human 
resources, or enterprise risk management. It provides the 
operating layer that connects those disciplines around Digital 
Workers and AI-enabled work systems. 
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This distinction is compatible with contemporary management 
frameworks. NIST AI RMF and ISO/IEC 42001 establish risk-
management and management-system requirements across the 
AI lifecycle.21,22 Healthcare governance models emphasize 
accountability, oversight, and lifecycle management.23,24 These 
frameworks establish necessary institutional conditions. Digital 
Operations addresses the continuing execution problem: how the 
organization knows what each Digital Worker is doing, whether its 
authority remains justified, how humans are interacting with it, 
and what must change when performance or context changes. 

The framing can support insurance underwriting 
Insurance underwriting requires a defined exposure. A generic 
claim that an organization uses AI is too broad to support precise 
risk assessment. The Digital Worker framing creates a more 
tractable unit because the role can be described through identity, 
scope, authority, workflow, volume, supervision, controls, 
performance, incident history, and change management. These 
attributes do not make a Digital Worker automatically safe or 
insurable but make the exposure more observable. 

A Digital Worker Record can support underwriting questions that 
are otherwise difficult to answer: What work is performed? Which 
actions can create material consequence? How much authority is 
granted? Which controls prevent or detect error? Who supervises 
exceptions? Can the organization reconstruct incidents? Has 
authority changed after near misses or environmental change? 
The same evidence can support contracting, audit, liability 
analysis, and risk financing, although each use requires its own 
legal and actuarial judgment.25,26 

The practical effect is to move discussion from abstract model 
risk toward role-specific operational exposure. Insurers can 

distinguish a worker that retrieves non-clinical status information 
under narrow permissions from one that sends patient-specific 
communications or changes clinical workflow state. 
Organizations can also show whether authority is evidence-gated 
and reversible. This does not eliminate uncertainty, but it creates 
the evidence base needed to price, limit, exclude, or progressively 
cover specific forms of Digital Labor. 

The market is converging on workforce language 
The proposed healthcare use of Digital Worker and Digital Labor 
does not arise in isolation. Business and research organizations 
increasingly describe agentic AI through workforce, teammate, 
and organizational-design language. Microsoft’s 2025 Work Trend 
Index reported that many leaders expected to use “digital labor” 
to expand workforce capacity and described organizations 
combining human employees and agents.27 Stanford researchers 
have examined how workers want AI agents to automate or 
augment occupational tasks and introduced a Human Agency 
Scale to express preferred human involvement.28 Stanford HAI 
and Google DeepMind have also framed AI adoption as an 
organizational-design challenge.29 

These uses are not identical. Digital labor has also long referred to 
human labor mediated through digital platforms, and that 
literature should not be collapsed into machine-performed 
work.30 The healthcare contribution proposed here is narrower 
and operational: Digital Labor is the work performed by Digital 
Workers; a Digital Worker is the bounded role-bearing unit; Digital 
Operations is the discipline that manages the work; and a Digital 
Operations System (DOpS) is the infrastructure that applies the 
discipline consistently. Precision is necessary if the terminology 
is to clarify rather than obscure. 

FIGURE 3 - Executive test for the Digital Worker designation. The term should identify an operating architecture, not merely a preferred description of an agent. 
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When to use and not use the terminology 
The Digital Worker designation should be applied only when five 
conditions are present. 1) The system performs defined work 
rather than merely providing general assistance. 2) It acts under 
organizational authority. 3) It has a persistent operational identity. 
4) Its scope, supervision, evidence, and lifecycle are explicitly 
managed. 5) Its actions and outcomes can be attached to an 
institutional record. Without these conditions, the system should 
continue to be described as a model, tool, automation, or agent. 

This threshold prevents anthropomorphic overreach and 
terminology inflation. It also makes the designation testable. 
Calling every chatbot a Digital Worker would increase confusion. 
Reserving the term for managed, role-bearing work reduces 
confusion by signaling that a specific operational architecture and 
accountability structure exist. The designation carries weight only 
when the organization accepts the corresponding obligations. 

Close: the managed unit is the role, not the model 
Healthcare organizations are beginning to assign work to AI 
systems faster than they are building the management 
infrastructure around that work. Continuing to describe every 
system only as software, a tool, or an agent leaves important 
questions unresolved: which role is performing the work, under 
what authority, with which identity, through what human 
relationships, and with what accumulated evidence and history? 

The Digital Worker concept answers those questions by defining a 
bounded organizational role rather than a new class of model. Its 
practical value comes from the management obligations it 
creates. The role must be registered, scoped, supervised, 
measured, traceable, capable of learning from structured 
corrections, and subject to revalidation, narrowing, suspension, 
and retirement. Its operational memory belongs to the 
organization and should persist beyond individual sessions, 
model versions, and vendors. 

Digital Operations is the discipline required to manage this role-
bearing work. A Digital Operations System (DOpS) provides the 
persistent records and controls through which Digital Workers 
can be integrated into workflows, identity systems, quality 
processes, risk management, and, where appropriate, insurance 
underwriting. Used with precision, the terminology does not 
anthropomorphize AI or replace established disciplines. It 
clarifies the management unit that emerges when AI capability 
begins performing accountable work. 

Glossary of key concepts 
• AI-enabled work system. The complete sociotechnical 

arrangement through which AI-enabled work is performed, 
including Digital Workers, human roles, workflows, 
organizational context, tools, controls, and the operating 
environment. 

• Digital Worker. The bounded, role-bearing unit through which 
AI-enabled capability performs defined work under 
organizational authority. 

• Digital Labor. Work performed by Digital Workers under 
organizational authority, with defined purpose, scope, 
supervision, evidence obligations, and lifecycle management. 

• Digital Operations. The management discipline for designing, 
supervising, measuring, governing, and improving Digital Labor. 

 

• Digital Operations System (DOpS). The organizational and 
technical infrastructure through which Digital Operations is 
implemented across Digital Workers and AI-enabled work 
systems. 

• Operational identity. A persistent identity that connects a 
Digital Worker’s access, actions, evidence, incidents, and 
lifecycle to a managed role. 

• Digital Worker Record. The institutional record that defines and 
tracks role, scope, authority, identity, supervision, evidence, 
accumulated history, performance, and lifecycle. 

• Organizational memory. Institution-controlled, provenance-
preserving history derived from work, human interactions, 
corrections, outcomes, incidents, and approved changes. 
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